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GPU AP : EA 24K

CC_TR3CL CoTCH3RBCL
707 2 LS4 GPU [SZ DI L 7=EF IS5
GPU N 7O S5 LR THES K AN—Tv FER
CPU ¥ GPU 055t EDiEW INRIR « BRIKTE - RIRANT7 o€ ZUF
CPU/GPU X E BRI 7 — 2188 &F
(data movement) SAEELITTRL. T2 O
IS LD MREZER
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ARORSE: XIL—TybelA1Try

HEEEE XS 2 DODMRA BFRIE TR %80
Latency: 1 DDMIBZFEIBL TH 54 - ESRS
RHR 2 £ TORE [ 1o0f% ]
Throughput: BfEEH D ICET T Y Latency
SUEOE sl e e R s
= Throughput X {& Latency (351D B1Z, :, : { : { : { \:
BL2DEEHLELL RSB TH, 8% A EEABSES AT ’
W17 L TAIE T ML Throughput (& EI1F Throughput = 7 L7 XUi2& / AT
Sy g%

GPU Ddd: 1THIER. EV /L. BFR. MFREOMIZNEZKEICARL. £
EHTERITLTHEL Throughput 183,
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CPU-GPUEITETI/L

GPU ZfE> 7O Z Lld. CPU & GPUWHIATAIANTASZ T A AT LETEIC
CPU fil= Host. GPU |z Device & ML

CPUIZKEHREHEERZ GPUAZT7O—FK (offload) L. #EREZITES

Host code "' GPU MUEZESH L. BELG T —XBHEEE

Yy

~ ANT—% (
[CPU / Host: I - ZRA0LE GPU / Device: EX%AIFIFHE
-~ Kernel Launch / offload {_ O
SHOEHBRN FEFHLIE

|

ER%E CPUANRY
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CPU & GPU D35t LDEL)

o CPU IZMRBIEWLIB I IG T B 7=,
H7O—PFvyv>allZLDLKRE
BRE/ES

« GPU . T—RIHMEBOI=Y &
XEUBRHICZ << OERBRERZIRD @
173

o TN, KRB THRAUMAR )L —
7y FEHROUIBIZHEL

tH#8: NVIDIA CUDA Programming Guide, CPU/GPU @ k5 > < X ZFIFDE,
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CPU
Host XE 1)

CgREOr—

GPU
Device XE

T—HEXICIFERTETHVIR b

EHD GPUEETES T—XIF. T
TBRITGPU LICEWCEXICTS

GPU 04923220 Tld. 7—2% &
CICEZ. LWOoEDITHBHERETTS
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Bl . XTI MILINE

[ CPU / Host memory ] [ GPU / Device memory ]
AADE—:a

onnnaoiesrinnannn

0 3 S 1 S e O 4 (A Y Y
- [oala o a5 elelele=Ts

Thread i B c; = a; + b; ZBY

e

ANES)%Z GPUAXD . GPU ETHH®D Thread BB LRz 5l < DEZRISER
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GPUICEWTWAAIE, MU TULZER LR

AWLWTWS | EBEREZFEVTIDR TV RWVWTWAL | FEREPCEEDIEZI P TV
KILRIRE: 2D Thread NLE % NS Z2R9RE: Kernel Launch X data
b. GPU 2&Zz#Hht 3 movement M X kHFEFAIIC AT LY
BVIXFE: SEHR%IFIFIRIICNIE BUVZERIKTE: BIDBRZF O,
ATRE FERFICES SNBEEHD AL
AP ANIE: SEEEHE B0\, ESE AR LIS - 72X Thread &
LTEXEYT7OEINZL DAIBEEEANIESDWLWED. XEUH
GPU L THEZ#E: 7¥— 2= BFH HHFEMSCW
L. X O X b EEHOER TEUY 554 CPU-GPU 18 518 L D7 —

RELE X EEAD S ARy

ZILA) ZLEFTTRLS, BEY X, MHE. XTIt data movement % HE
o ACT7ILOdVILTHANT A XPEEICE > TEEIZEDS
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T IRITETIVCAE

CCETOEHE

GPU (3 REDIHRII L -t FZ FFIC
ALE

GPU IZEAXICZIL—Ty FER

GPU ICA< Di&. KIFHR - R1EHY - 3]
= span il

CPU-GPU (7 — 2Bl iaEIc A
F <

Ve —

AIEE%R 5T — 413 GPU I TR

LFEE /GPU 70455 =>4 Terms

Host: 7045 L@ CPU i

Device: 704 5 L® GPU fi
Kernel: GPU L TRITE N 28K
Launch: CPU H' Kernel #3175 £
Thread: GPU L DRIER R SRITEAL

Offload: KEF &5 E%* GPUNETE
ZH
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T GPUZFESHIOFT VIR

GPUtZREIIBR1 bk GPU WS ELEHEDH
DA IIEITRED AR Y bRy
~ 7’3\ X =
BRI-SAOT —SBXD BED THORIAR el 5 A L DS
LZHROBRZMILICIETE 3D
ERIKIZIZE CEED % - e

v I . .
RERT—REnXZTEITo5NZH * 4 b
M8 JHI7 725017 - Batch L1
HFTEDREEH Sample ZE DFHE

£CH T 5. GPU 1RGN EIRE ]
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MFEDEE : 287G GPU 707 52 VI F&

NumPy |SEWET &LL< fELNZM0E%  C++ Standard algorithms % BFEL—7IC ZL v REREX

9 GPU #H7 EEREICAES GPU TEIN'Y GPU {bDigmzE 2 XE ) ZHR
Python GPU S+1J51 C++ Standard TR CUDA $1— =L

CuPy etc. BLAS/FFT algorithms / stdpar | | OpenACC / OpenMP )

| | | L

MBI 2T6F52HT

RDHP TV
FIEAD SRR DBEVWEETGPULTET 2A8EMLH S
BRIFEMAD < FIETE 2D, T—28BE). Thread iLiE. FHiRECZBH TE X 35H

MEZ B
LREDETIZ. COIBICRY MLMB L REZFICREENB T EZRS
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Python h*5 GPU Zf£5 | EA L 2R

CCTR3CL CCTHEZBCL
NumPy IZ3E W T GPU %15 CuPy Python EtAlZ CPU L TE1=, GPU ML
Python J— K. EZ5l. SEEAL C TH) B s
<H cupy.ndarray D7 —X & GPU XE
CPU XE! ¥ GPU XEU % F1= Copi UL
BT —4% GPU FICETEXS AREWERICFLHBI1FE GPU DOIERE
Python £ 5% 3 GPU 35/ Z5|IEHLPTL )
—s GPU h—*JL&EHTIC GPU stE%

fhd 5N
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CEHEJ—R: RZMILOME - RFE

// vector addition

for (int i = 0; i < n; ++i) {
c[i] = a[i] + b[il;

}

// inner product

float s = 0.0f;

for (int i = 0; i < n; ++i) {
s += al[i] * b[i];

}

N7 MLOME: BANEEZEDLS 1 DOHAERZEIZIERT L DEE (Elementwise)
SERMIICHEE = WIHERS

R MNILORTE: SHOEE 1 DO NS5 —~&EH (Reduction)
WHHETIEIEROELAADE R ETLXDHKESHD
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NumPy: f§27% CPUEZ%d— K

import numpy as np CPU / Host L TRT
Elementwise: ¢; = a; + b;
n = 1_000_000
QU + = [co
a = np.arange(n, dtype=np.float32) + _ BER%
b = np.ones(n, dtype=np.float32) m M _ 2 i cstE
a+b # vector addition Dot/ Reductlon s=>,a:b;

[g]
non

np.dot(a, b) # inner product >@>_>.
NumPy Tl&. BARNAIL—TZ2EN T ICETEREZETS
fefeLe 7—2IECPU XY £, EE®H CPU L,
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CuPy: GPU ETODLIEA

import numpy as np
import cupy as cp

n
a

1_000_000
np.arange(n, dtype=np.float32)

b = np.ones(n, dtype=np.float32)

a_gpu = cp.asarray(a) # CPU to GPU
b_gpu = cp.asarray(b) # CPU to GPU
c_gpu = a_gpu + b_gpu # on GPU

s_gpu = cp.dot(a_gpu, b_gpu) # on GPU

c = cp.asnumpy(c_gpu) # GPU to CPU

NumPy E2%: CPU X&) D
T—4

cp.asarray: AJJ%Z CPUH'5 GPU
AJE—-

CuPy EE5INDEE: GPU L TETT
cp.asnumpy: HELIER T CPU
RS

copy to GPU
CPU memory | —— | GPU memory / CuPy arrays

EeFI#HAL CPU—GPU #rix
CPU memory cp.asarray

GPU L T&RE
add / dot

GPU—CPU &5
cp.asnumpy

time
19/73 NVIDIA.



FET—%% GPU LICOAFREFT B

C556 d=2a+b) ERDZI— R, BLFT— 2B
HFfow (lEiEL) fl: BREORTEE NEG: PRFER%Z GPU LICOAHFREF

a_gpu = cp.asarray(a) a_gpu = cp.asarray(a)

b_gpu = cp.asarray(b) b_gpu = cp.asarray(b)

c_gpu = a_gpu + b_gpu c_gpu = a_gpu + b_gpu

c_cpu = cp.asnumpy(c_gpu) # GPU -> CPU d_gpu = 2.0 * c_gpu

c_gpu = cp.asarray(c_cpu) # CPU -> GPU d_cpu = cp.asnumpy(d_gpu) # copy once

d_gpu = 2.0 * c_gpu
d_cpu = cp.asnumpy(d_gpu)

FEL: CPU-GPU 7 — &R 3T 7o iF S AR LY

20/73 nVIDIA



ZED/NEZRERBIFIFNRICHED TV

NEREBZAEDES REWREICELDD

M M M 0 [ I e T

ESIE

f5: A, B, C |& shape (N, D) @ CuPy B, 5tBREIFE L TH. GPU BEDEBEHIED,
EIFVWE: N EONEHIEE HEF: 1752 % 1 ETUIE

for i in range(N): C=A+B
Ccli, :] = A[i, :]1 + B[i, :]

N x D BE% 1 O EEA

DBROMEE N B GPUICHHBBOHEE F L O TET

D DhETWEEEIOX RHAEIID

*—7—F :Batch:t&
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NumPy O— K% CuPyA A b HZ BT

NumPy: CPU kg%l CuPy: GPU Lk oEg%!

import numpy as np import as np

n = 1_000_000 n = 1_000_000

a = np.arange(n, dtype=np.float32) a = np.arange(n, dtype=np.float32)
b = np.ones(n, dtype=np.float32) b = np.ones(n, dtype=np.float32)

a+b c=a+b
np.dot(a, b) s = np.dot(a, b)

wn o

import numpy as np % import cupy as np ICEZX BT TGPUESIO—RIZHD
FCHUERR CECFVERBR D E ST AIKIRIER L. ED B2 DIFT— R DGR E RITIH
EI— R T NumPy & CuPy Z:BtE 315813 np & cp ZR T TcAMAIFEEA TV
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* & &: PythonH'5 GPU =5

EHb3HD

A5 DE: NumPy EeFH 5 CuPy B2
FlA

F—RDFFT: CPU XEUHS GPU
XEUA

EEDREITIHAT CPUERD S GPU
EEA

L3R asarray & asnumpy

FS5rEndv

TREICHEERZ CPUARS AW
MNBIRIERT T CPUART
INSHEE % Python JL— 7 TREIES
EH LAV, TENIL batch MLIE,

23/73 nVIDIA



GPU 3tJ& Python /X - — 4

Numerical and ML
CuPy: NumPy-like GPU Eg%!
PyTorch: ZB%%H
TensorFlow: EZE%E
JAX: BEf5 - JIT compilation

F=AHYALIVR
cuDF: 7—&2 7L —L
cuML: #R=E
cuGraph: 'S 7 f#&ifr
cuVS: N7 kLR

24 /73
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3.GPUSATZ : BALLEKR

CCTR3CL CCTHZRBCL
BENDEREZ S 7S UBEAKRe LTE BRTH—RILBEEZE<HICETIIEE
S A8 Fo2AT SRS
NVIDIABREL TVB WV DH DS A EZICIFBRDONIREZEBEFES T3 JIC
P, BOLDICEE

OSS D=1 7S VIFREIE
Contribution %z !
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4TS UH SR80 BIEH

FALTIFVEESLRWIL
%
BT GPU A—FILZ2RELLE < TRL
BRERATE 3. ASHBRNTHDEN

SOV IBIZ 51T 5D H B AEEED L
FEERICREID H B IIE
ZLDO7TVTr—a > TERDERLEDN S 0IE

identify fEte e call launch
B! L GPU lib imi
B9 ORE EGEMM 'FET/ SVD [ ibrary j—»[opnmzed GPU kernels]
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COBEBECRZ2BEDS 1T

EENLEHE - BEOB® TPIVr—2avIiGEWSKESLTS)
cuBLAS cuSOLVER cuVsS cuDF
EITHEE #1735 linalg vector search dataframe

cuSPARSE cuFFT cuML cuGraph
BRITHIEE FFT ML graph
NCCL
multi-GPU

BLAS #H=i. LAPACK#83. FFT. i : RAPIDS

sparse. collective communication dataframe. ML. graph. nearest
USRI AEOCER GPU BE Di1Z4E neighbor search

mhinz GPU THAT COHEHETIF cuVS EHIL L TN

BH0FHEE TCOEERRICHITESNED) TRBL. E551TSUEBRFPTL
28 /73 NVIDIA



CUBLAS: BB ML - (T EE

BITHBERTARBROBEAS 1 TS

BLAS EEZRHT S 51T 5 amm .
175 (GEMM) C = AB I3 Al. #fE> X2

L—>3ar, #ist. BETHE

BLAS level EEOH el

Level 1 vector-vector AXPY. DOT. NRM2

Level 2 matrix-vector GEMV. triangular solve

Level 3 matrix-matrix GEMM. batched GEMM (cuBLAS JmB#:38). SYRK

29/73 NVIDIA.



cuBLAS: AXPY & DOT Dl

// AXPY: y = alpha * z + y
float alpha = 1.0f;
cublasSaxpy(handle, n, &alpha, d_x, 1, d_y, 1);

// DOT: s =z Ty

float s = 0.0f;

cublasSdot (handle, n, d_x, 1, d_y, 1, &s);

d_x, d_y: GPU memory t®Eg%!

AXPY |F. ZLDOREECRBELT7ILIUILICIRNZRY MLEH
DOT I3RFEZEHE T 2 EAMA reduction, 1 DDMEUH L TALFLFE A
F1EUT FF 2 X2 b%ZHEES: https://docs.nvidia.com/cuda/cublas/

30/73 NVIDIA.


https://docs.nvidia.com/cuda/cublas/

cUuSOLVER: A1ETUKER & 17570 7

LAPACK-like 7 solve / factorization Z# GPU T
=17
BEARERX. RNFE., 170, BEERES - *
5
cuSolverDN: dense matrix [l
cuSolverSP: sparse matrix @7 (—&F cuDSS
ICRB1TH)
cuSolverDN TTZ 2 LIE6)
SHRARER QR 2R S REDHE
BN_FE Cholesky 732 BERED#E
LU &

R+ a2 X2 b: https://docs.nvidia.com/cuda/cusolver/ 31/73 <nvioia


https://docs.nvidia.com/cuda/cusolver/

cUuSPARSE: Bi{755t&

RERN

CSR. COO. CSC. BSR%

R % 01
SpMV: sparse matrix-dense vector multiply
SpMM: sparse matrix-dense matrix multiply

SpGEMM: sparse matrix-sparse matrix
multiply

triangular solve. format conversion

M < A
FEEOEBRIFZEL. memory bandwidth &
HEEZHKY
TS0, BE>IaL—>3>, Al FT—
BYA TR ETHA

32/73 nVIDIA



cuFFT & NCCL: Z#a ¥ &S

CUFFT: EIRSGEIE AT NCCL: GPU R;&f8

F F_FT>I i - WPU 1 }»(GPuz2 )

time
AllIReduce / Broadcast / AllGather

multi-GPU / multi-node @7 ®
communication library

&£ M3®(S: AllReduce. Broadcast.
Reduce. AllGather. ReduceScatter
—xf—@{S: send / receive

PCle. NVLink. InfiniBand 7% & ®
topology Z S5 L TEfEZ &iEL

DFT Z&&EICFTHE Y % O(nlogn)
algorithm

float. double, 1D /2D /3D,
batched transform

33/73 nVIDIA



CUVS: RIU NIRRTV S ARG

cuVS TTTS L
WFELLEEEEZER (ANNS). K-Means. etc
F—Rty bS5 T EBT=HDO%E

RKEIEICRDITS

CAGRA DfiiEDI
GPU @+ graph-based ANNS F
& RE
T—RREIT T LTHEL, BVLR
AT > TIER
GitHub:

Top-1 result https://github.com/NVIDIA/cuvs

issue. PREFBELTVET

H. Ootomo et al., CAGRA: Highly Parallel Graph Construction and Approximate Nearest Neighbor Search for GPUs 34 / 73 NVIDIA.


https://github.com/NVIDIA/cuvs

EFOMZ 1T 5 )6

Math T—R IR
cuRAND: ELE 4R nvComp: 7—4& [E#&E
cUTENSOR: Tensor #E#95F cuGraph: Graph f##fr
Bra LHF7ILIAV XL
CuDNN: Za—3S /L% v FDEXRNIE Thrust: C++ STL X— X DIAF|F—4&
CUTLASS: 1757%& SUBED

CUB: {57 )L 31) X L primitives
(e.g. in-kernel sort)

XTSI TSV EHEAEDLERZE THPOARERRETETAVLWHE R B,
NVIDIA CUDA-X Libraries:

https://developer.nvidia.com/cuda/cuda-x-libraries

35/73 nVIDIA
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C++DIRILTGPUEFES : EA L E2HEKR

CCTR%Ck HEIZTIELWLCL
CUDA H—ILZEHEEDE L C++IC C++ Standard algorithms TEF ¢
&£BGPUZTOTZZVY UVMLER - EE (< VLR
stdpar: C++ Standard algorithms % if: 177K 1) > — (execution policy) &I
5547 - GPU offload VI8 SH GPU BITAZH T 37N
stdpar TEETPTUVIE, EFIT<WV
SR
2% Kokkos

stdpar Tl&. GPU L T®D Thread ID HTHEZEX T IC. WE%Z GPU L THFIEIT
TEHLNTED

stdpar I& NVIDIA HPCSDK @ O > /N 5 THIF A 8E
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stdpar: C++ Standard algorithms Z GPU T31T

_—  C++ Standard algorithms & (&
C++DIZESA TS VICEEFNZ T —XIRET7IL T XL
e std::transform: ERC & DX
* std::reduce: #&f
* std::transform_reduce: BERC & DE#% L TH SHER
- sort. search %3¢

J—FIcE<C L BTEE3CL
« Standard algorithm o WHIEITL TIWEEN I /INA I
o RITRU > — zh3
¢ std::execution: :par / par_unseq « NVIDIA HPC SDK B35 d 3E1THR

> —{3 F algorithm % GPU A offload
38 /73 <&nviba I



#: stdpar Z AL\ =R LILINE & RFE

std::vector<float> a(n), b(n), c(n);

// vector add

std::transform(std::execution: :par_unseq,
a.begin(), a.end(), b.begin(), c.begin(),
[1(float x, float y) { return x + y; });

// inner product
float s = std::transform_reduce(std::execution: :par_unseq,

a.begin(), a.end(), b.begin(), 0.0f,

std::plus<float>(), std::multiplies<float>());
loop &{E T3 <. Ma% L7=L\hy % C++ Standard algorithm T&R9
transform: EBRZMILICFHE. N7 MLMBCHEEDR LW
transform_reduce: BERZEDBZED . RERIC 1 DAEN, WBEICXHIG
par_unseq: MiF{t & vector bt Z5F I RITHR) > —

39/73 NVIDIA.



stdpar: J>/\-1 )L & Memory mode

NVIDIA HPC SDK @ > /X1 5 T2 /\A JLA]HE

# GPU offload for C++ Standard algorithms
nvc++ -std=c++17 -02 -stdpar=gpu main.cpp -o main

AVYNASFToay
-stdpar=gpu: 177K ) > — (& algorithm %= GPU =17
Memory mode

-stdpar=gpu Tld. std::vector D& D7 heap EIHDT— I GPU M ST I/ER
I

{F%: mem:managed/unified HEEERBVICD<
Z Dfth stack _ED AT global/static data & Memory mode D HIFIICER

| T SERE AR EBNICTON S, ]

40/73 NVIDIA.



stdpar TEFT P I ULVMLIE - EE I VVLE

ETPTVVE EF < VvE
Z2EZXRONIENFIFIRITL T—ROERBOKEDTRVAULIE
BERICNT BRI CAIED#EDRL Shared Memory %> Warp BEAIDFIfEAH
F—42® index IZf&k7F L AL REGIE
Elementwise % Z#2% Reduction & L #8575 Memory layout Z #ih < &&E1t
TBEAICEITZEN L7=Lnig

Thread IO HTZ B TROIVLE

C++ Standard algorithm TEFRICE T 7% 5 stdpar, Thread X> Memory % [E#HI1H L
FoW 53R AR — X% CUDA C++% 1&5¢

41/73 NVIDIA.



£#: Kokkos

| BB BRI A OLBELEOBEIT, ]
&S stdpar £ DiEL
* C++T GPU @3Bz E < 5o » C++ Standard algorithm Tld7% < EH
EIREL API
 parallel_for /parallel_reduce & o T4« XEZER DRI
D API Tilli%] pattern Z& o KDFEHELHNZ—> - MEEF 21—
- Bg%1X> memory layout (& =>4 alEE

Kokkos: :View R ¥ TS
Kokkos Core Programming Guide: https://kokkos.org/kokkos-core-wiki/

42 /73 <Snvibia I


https://kokkos.org/kokkos-core-wiki/

F & &: stdpar TGPU %#fE>

COETHIZRBCL ME - FEE
stdpar I&. C++ Standard algorithm % C++ Standard parallel TEHRICE(IT 3
RTR)>—ICL>THINETT S B IZA <
Pk BfZ C++ 01— REAS CESTHLY
nvc++ -stdpar=gpu C GPU offload ERA
ke (EL AL TOMBEREL A CIEET

CPU-GPU D7 — X Erix IS BEN

NVIDIA HPC SDK stdpar:
https://docs.nvidia.com/hpc-sdk/compilers/hpc-compilers-user-guide/index.html#using-stdpar

NVIDIA HPC SDK memory modes:

https://docs.nvidia.com/hpc-sdk/compilers/hpc-compilers-user-guide/index.html#gpu-memory-modes

43 /73 NVIDIA.
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5. ERXAN—ZXGPU 1L | EA L 2%

CCTR3CL CCTIEZRBCL
FZ OpenACC CPUOI—FRODFEZARETKERTIC
Bi7Z CPU JL—FIZ38XX (directive) GPUftZ&EtE 3
TR HE malloc/free M F ¥ GPU %L 3
OpenMP % f 5 7= multi thread 217D Managed Memory CF—4&2dE—%
CO—Fr%Z %9 GPU{tT 24 BEERICIRS
Managed Memory -Minfo T GPU b &7z loop & HEER
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OpenMP T® multi-thread F J— F & DEDIF/NET W

OpenMP/CPU kR OpenACC/GPU ki

#pragma omp parallel for #pragma acc parallel loop

for (int i = 0; i < n; ++i) { for (int 1 = 0; i < n; ++i) {
cli]l = alil + b[il; cli]l = alil + b[il;

} }

IW—THKEIIE o ZEETZDIEOAV/INT STADIETR
£9 GPU code "HTWAHh ZHEER L. RICT—XBEZFEDD
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CPUO—RHAS5GPUId—RA: FTEZX DG

BNIBEXBZVHOD BANICETHD - EETHHD
DR ERFTIER WFHE L 7=WIL—FDERIIC ace
malloc/ free directive
WERML. $EERER. /O A7 EIC I reduction A
IL—FAREOHR OpenACC/GPU &M 32 /XA S A

NVIDIA HPCSDK Zff> TWADTH
nE. OO BH
A9 -gpu=mem:managed

([ CPUloop }{add/change directive }»{_ GPU offload ]—»{ o }

47 /73 NVIDIA



OpenACC: X7 ~LINE

auto *a = (float*)malloc(n * sizeof(float));
auto *b = (float*)malloc(n * sizeof(float));
auto *c = (float*)malloc(n * sizeof(float));

for (int i = 0; i < n; ++i) {
al[i]l = static_cast<float>(i); b[i] = 1.0f;
}

// Add one directive before the CPU loop
#pragma acc parallel loop
for (int i = 0; i < n; ++i) {
cl[i] = ali] + blil;
}

printf("c[0] = %f\n", c[0]);
free(a); free(b); free(c);

malloc / free. #JHA{L. FERMEFDIFTEE D CPU J— FISEWE

pragma acc parallel loop C. BERDIL—T%Z GPURITRMEL LTIV NT ZITME
A3

-gpu=mem:managed Z{£ > &. ARG T —XBEHRE 48 /73 nvioia



OpenACC: N#&|Z reduction % 157E

R7 MIVINE: FERHMIL miE: ERTEZEN
#pragma acc parallel loop float sum = 0.0f;
for (int i = 0; i < mn; ++i) { #pragma acc parallel loop reduction(+:sum)
cli] = alil + blil; for (int i = 0; i < n; ++i) {
} sum += a[i] * b[i];
}

parallel loop: RIEEMICEKENGWVIL—TFZ AL
reduction(+:sum): FEWFRITEMLDOEAMZLRLIHES
CPURDHERZR S IcF X, WHINLICHERIBIR T ZEM
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m YA @I%

# OpenACC with NVIDIA HPC SDK C++ compiler
nvc++ -acc -gpu=mem:managed -Minfo=accel \
vector_add.cpp -o vector_add_acc

-acc: OpenACC IERXZ BRI

-gpu=mem:managed: malloc % & DENRYEELR T — 4% T CUDA Managed Memory Z {5
RIDHFD a,b,c Z CPUI— R GPU O—ROEANSBELYITLTS
Managed Memory I3EEHFEBEICTEH. T—2BFHO IR MIEZ BV
-Minfo=accel: AVNA T 74— RNYIZRR
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Memory mode: 72t mem:managed ZfE> DH

BRAICEVR T WEH ~ VoL AEZHD
° malloc/free N—XADEFFEI—KR% o TOYSTICLBZREEH AT —4
Eﬁé?gﬁb)@?b\ ]E_@?E/__T_\

- 1 D01 > 8% CPU I~ k¥ GPU
- ROmEHSBETE .
CBVET, SERSHTN A data ] [ o
AT (BOR 51 R THE) - F—ZUEAL LTCPUXEU L
GPU X T\ ORIE T
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AVNAZT714— RNy I %ERR

CCTR3CL
GPU code " nich
D loop HAEFL S Nich
%5E)L—SH collapse SNni=h
gang / vector 7 ¥ DG RE
BEERD copyin / copyout

0 ooc
main:
12,
16,

12,

-acc -Minfo=accel ...

Generating NVIDIA GPU code
#pragma acc loop gang, vector(128)
/* blockIdx.x threadIdx.x */
Generating implicit copyin(al:])
Generating implicit copyin(b[:1)
Generating implicit copyout(c[:])

-Minfo=accel |&. AVNASH TEZ% GPUftL. A= -2 &HrLT=D %=

R37-000HAH
MRESBEILDI-HDEELEY
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OpenACC data f: 7 — XX = FFRIICIER
F(Z Managed memory RERRFICHE

#pragma acc data copyin(a[0:n], b[0:n]) copyout(c[0:n])
{

#pragma acc parallel loop
for (int i = 0; i < n; ++i) {
cli]l = alil + blil;

}
AZ1JE— GPUIIL—7 HAOdE—
a,b c=a+b c
RKERNVEHD

}

copy: ABHBFIC Device A\, H B BFIC Host N

copyin: AKFIC Device N\

copyout: tHBKfC Host A\ 53/73

NVIDIA.



##E: OpenMP offload IC& 2 XY MILINE

OpenMP offload D > 7 L7

// OpenMP 5.0

#pragma omp target teams loop

for (int i = 0; i < n; ++i) {
c[i]l = alil + b[il;

}

target: GPU TX179 2%H. teams loop: GPU LTk L7ARICHFIFHE
NVHPC Tl& -mp=gpu TEM{t. Managed Memory %Zf#5 75 -gpu=mem:managed
OpenACC & OpenMP offload M LELE:

B OpenACC OpenMP offload

loop &7 acc parallel loop omp target teams loop
compile -acc -mp=gpu

memory mode  mem:managed mem:managed

data I data/copy target data/map

54 /73 nVIDIA



ERXAR—ZANESIT—RX « EbhHEWVWIT—2X

BEZEDIL—FR—®D C/C++/Fortran 1— KRH'dH 3
BERI—TIT. ZIFHRIILTEREDZHH S

stdpar B & TIIWWTERVRBEEENVELD. ARG CUDA XL Y R1 YTy
I AEXTIEFE

FRASTHIFS: 7)1 XLH GPU BB OMH A EHA. Shared Memory Z-11) >4 It
BOXL vy FEEEZHEL T 356, ERXA 70— FEELIC<L

ETHMIADPBELRT—X: fI: WML T 2L —THRONIEBLKE < EHELIHEIMEREZ H
TIcHICETHRADVEICRZ D DB
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F O FBRXAN—ZXGPU 1L

OpenACC (&, loop IZ pragma acc parallel loop Z &L T GPU{tZ&E 9 A%
OpenACC Z&{ 9 &/NI VY > R: nvc++ -acc -gpu=mem:managed -Minfo=accel
BCHBELR® loop KfEZ £ DE X F'IC GPU LA ATEE
Managed Memory (3R¥IDFIZEGEIZT D MEEIE T — X BEICKTE
OpenMP offload . B%7Z loop % GPU A% 9 Bl D directive-based % /57%
GPU 21 731) (cuBLAS &) rDHEHOIEE

NVIDIA HPC Compilers OpenACC/OpenMP:

https://docs.nvidia.com/hpc-sdk/compilers/hpc-compilers-user-guide/index.html
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. GPU AF§

. Python h*5 GPU Z £S5
.GPUZ1731

. stdpar T GPU %#1fF5
3ETRXARN—ZD GPU 1L
. CUDA B—=xIL

L FXED

NOoO Ok WD =



CUDA A—=xJL : BA L 2R

CCTR3CL CUDA H—XILZBHRTELLEIZIVY
GPU OFHE SR >TVEDH BFES1735 ) DEAEHER Cr+
GPU A—FILAES VS HDH Standard algorithm. $§RX~N—2XT
CUDA o thread Fi/& SCADEE L L)

CUDA & memory /& MRESE L D e ICHD < ALIEX

thread 2D A TEHEZREL /=LY

. sync. heck SO
copy. sync. error chec ZOMES LESHB ol &

Reduction {LIBDEZH

GPU L TOEE® thread £10 S TEX M < 557 3 = £ HATAE ]
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GPU ®H: GH100 Full GPU with 144 SMs

PCI Express 5.0 Host Interface

g8 NVIDIA Technical Blog, NVIDIA Hopper Architecture In-Depth, Figure 3. 59 /73 <nviba



Dispatch Unit (32 threadicik)
Register File (16,384 x 32-bit
Fen2 Fn2

FPn2 pPu

WTS2 FP3z FP2

TENSOR CORE
4" GENERATION

Fen2 P

Fen2 Fen2

Fen2 Fn2

Dispatch Unit (32 threadicik)

Rogister File (16,384 x 32:bit

Fen2 Fon2

TENSOR CORE
4 GENERATION

Fen2 Fen2
Fen2 P
Fen2 Fn2

L0 nstruction Cache

Dispatch Unit (32 threadiclk)
Rogistor File (16,384 x 32-bit)

o2 Fen2

TENSOR CORE
4" GENERATION

Dispatch Unit (32 threadiclk)
Rogistor File (16,384 x 32-bit)

o2 Fem2
w2 PR

TENSOR CORE
4% GENERATION

Tensor Memory Accelerator

Tex Tex

256 KB L1 Data Cache / Shared Memory

Tex Tex

i #8: NVIDIA Technical Blog, NVIDIA Hopper Architecture In-Depth, Figure 4.

GPU @Hh: Streaming Multiprocessor (SM)

SM RBDELEIR
- ;®Hz2: (FP64/FP32/INT32 Core.
Tensor Core. etc)
Load / Store Unit
Reqister file
» Shared memory / L1 Cache
Warp Schedulers / Dispatch Units
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CUDA @ Thread f&f@: Grid / Thread Block

Grid Thread fEE

Thread Block || Thread Block | Thread Block || Thread Block « Thread |Z Thread Block & L\ 5 35 v i
Y iy ity DR pyead Block (3 Grid £

Thread Block Thread Block Thread Block Thread Block

o Kernel Launch IZ Thread Block @4

I L iy i ZE Grid O { XEAEE

Hi#8: NVIDIA CUDA Programming Guide, “Grid of Thread Blocks.”

Hardware £ OR8{%
« 1 D® Thread Block I& 1 DD SM ICEID HTHEN B
» [ L Thread Block R Thread |& Shared memory % HH&
« Warp X I(EN 3 32 Threads B TEBEFIIRITINDS
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Memory P&/

Register
Thread C &
Shared Memory %;Sl'\
Block & & =
Device Memory
GPU £1&
REWV
Host Memory B
CPU i

Register: 1 D® Thread £, HEFEERISL,
Shared Memory: [ U Thread Block A® Threads THB, HiAMIEICHEES
Device Memory: cudaMalloc X° cudaMallocManaged TS AKF R XE
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CUDA B —=JL: RT MILIME

Device code:

__global__
void add_kernel(const float* a,
const float* b,
float* c,
unsigned n) {
const unsigned tid = blockIdx.x * blockDim.x + threadIdx.x;
if (tid < n) {
cltid] = altid] + b[tid];
}
}

__global__: CPUh5icE L. GPU ETRERITEIN3EEK

2 Thread B'EIC J— F%Z 34T L. blockIdx. blockDim. threadldx DIEZITHEA S
tid: C Thread HBYH T 3 E5ERES

F9°1% M Thread = 1 element; DR THL

if (i < n): %’DTC Thread IC & %EE?U%TO'&Z%B}E < 63/73 NVIDIA.



CUDA Kernel Launch

-
unsigned block_size = 256; LaunCh “-*EIE-;%:E)OJ
unsigned grid_size = (nt+block_size-1)/block_size; 1 Thread block & 7= @ Thread ;ﬁ
add_kernel<<<grid_size, block_size>>>(da, db, dc, n); Grid éﬁg@ Thread block ﬁ&

(n+block_size-1)/block_size: BHIRETYID LIF3 LK< FES5EEH

grid_size*block_size ' n AL ¥R B &R/D grid_size
<<<grid_size, block_size>>>: CUDA Kernel Launch configuration
DR, +RBED grid_size H7aWLVE. GPU OERZFELTINAL
Kernel Launch (33EEIHA, #&R%Z CPU THRTURIICTE TS
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N7 MLINE2EOFRN

Device Memory auto bytes = n * sizeof(float);
R float *da, *db, *dc;

cudaMalloc(&da, bytes);

AH%E GPU A cudaMalloc(&db, bytes);
ar— cudaMalloc(&dc, bytes);

cudaMemcpy(da, ha, bytes,
cudaMemcpyDefault); // H2D da

cudaMemcpy (db, hb, bytes,
cudaMemcpyDefault); // H2D db

// Kernel launch
add_kernel<<<grid_size, block_size>>>(da, db, dc, n);

#ER% CPU A
ae—

Device Memory
e

cudaMemcpy (FFEIEAALIEZ ST

cudaMemcpy (hc, dc, bytes,
cudaMemcpyDefault); // D2H dc

cudaFree(da); cudaFree(db); cudaFree(dc);
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CUDAZOJZLDaAVINAIL

# Basic CUDA C++ compilation

nvcc —arch=sm_100 vector_add.cu -o vector_add

8t

nvec: CUDARBO IOV /INT S -arch=sm_100: 179 % GPU {#{{%
| Y |
.cu: Host code & Device code #&$ 18

CUDA C++V—2X sm_80: Ampere

sm_90: Hopper
sm_100: Blackwell
AVNALSDENE

.cu |& Host code & Device code (93T 3

Device code H'5 kernel image #1E%

Host code (& host D> /X1 5 (gec ) ICk->TaAVINAIL

82> - 7 e
EFEE22% 1207 71 ILIRE 66 /73 nvioia



R#&: Reduction #LIE

(o] [or] [se] [sr] [se] [s0r] [soe] [

(1) (1) (1) (1)
= a0b0+a1’31 7a2b2 + agbg fa4b4+'15b5 705b6+'17’17

p(? = p{t 4 p{M p{? = p{M 4 p{M
sum = p@ 4 p@

RFE: pairwise IcRT MILBERENT T, atomic SEE THEIT P, D thread
1 DD sum NEH DIIBR T Fol-DMERED BN T
EHEROIMIICHE TS 280 % b
W L. MWHICEHE

Warp shuffle %> Shared memory ZBEfE L H 5 HW EBRRICEHE TEC ERW ]
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CUDA Managed Memory & [G15R

float *a, *b, *c;

cudaMallocManaged(&a, bytes);
cudaMallocManaged (&b, bytes);
cudaMallocManaged(&c, bytes);

add_kernel<<<grid_size, block_size>>>(a, b, ¢, n);
cudaDeviceSynchronize() ;

printf("/e\n", c[0]);
cudaFree(a); cudaFree(b); cudaFree(c);

cudaMallocManaged: CPU O— R GPU O—FOEAMS T IR TETEZXE %
FEIR

T2 LT —2BEHHDEZ DT TIEAEWV. BB TEHBFICT—2DEmEIND
Kernel Launch (& CPU (Xt L TIEFEHB, CPU THREREZHFOFIICEEANE
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CUDA IS —HERR: K<fES5<7o O

#define CUDA_CHECK(call) do {
cudaError_t err = (call);
if (err !'= cudaSuccess) {

printf ("CUDA error ¥s:%d: %s\n", __FILE__, __LINE__, \
cudaGetErrorString(err));
exit (EXIT_FAILURE);
}
} while (0)

P

~ = 1

CUDA_CHECK (cudaMalloc(&da, bytes));
add_kernel<<<blocks, threads>>>(da, db, dc, n);
CUDA_CHECK (cudaGetLastError());

CUDA_CHECK (cudaDeviceSynchronize()) ;

CUDA Runtime APl D% < | cudaError_t ZiRY

APIIEUH L. #DHTRDEZHER

FHAD T /Ny I TlE TRERLT=BA & TZS5—XF5) I <CRRBHICTS
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X CUDADT7—FTUF ¥

XEVHEE

Register. Shared Memory. Device Memory 2. @D XEIVHHEEINTSHD.
e Thread 15 7 U AATRELREFEH R S

Register (& Thread Private
Shared Memory (& Thread Block THH
Device Memory (&&A %7 Ut A EE

Thread B&f8
Grid RIC#E# D Thread Block 1@ D . Thread Block RIC#E# D Thread h'd %
[E U Thread Block A® Thread & Shared Memory =&
HW & D3t
Thread Block &1 DD SMICEIDH TSNS
1 Warp (32 Threads) B TaaRHAEITEIND
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x&: CUDAAH—=IL

d—FTEARTSHD
__global__: GPU T&I< B%K
<<<blocks, threads>>>: f2&)9 B Thread £
blockIdx / threadIdx: Kernel § T Thread D T

CUDA C++Tld. Thread 21D HT. Memory B - O—. @HAE TEHT M1 2D GPU
B t LTERETT S

iE{t¥— "7 — F: Coalescing access, Bank conflict, Warp divergence, Register spill,
etc.

NVIDIA CUDA Programming Guide: https://docs.nvidia.com/cuda/cuda-programming-guide/index.html
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. GPU AF§

. Python h*5 GPU Z £S5
.GPUZ1731

. stdpar T GPU %#1fF5
3ETRXARN—ZD GPU 1L
. CUDA A—=xIL

L FXED

NOoO Ok WD =



& :GPUZOT T I VTICIEVWARWVWAR LR AHELH S

WBWBHEH* EDHETHHIE
NumPy R DOEZ%] J— K: CuPy GPU I+ R B EDMSERITAgER S
EEDNIE: GPUS1 TS5V ZEY
C++ Standard algorithms TR AT &E: CPU-GPUSREZ A5
stdpar

B%7Z C/C++ loop: OpenACC.
OpenMP offload

Thread EZ&*° Memory % &l L 7= L
SN2 CUDA C++
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#E. GPU J— F D&t




fE: GPU J— FO&E1L

CCTR3Ck CCTIEZRBCL
IE L S HESR C RFERIE =ELIFAE L TH ST
GPU LB D FEFHAM (asynchronous FIT7TVTr—2 3 > 2EORREAR
execution) zR3
Nsight Systems & Nsight Compute @ FERA—RIFET 2L R
:39%: A7) 1DEEL. BUEL TR

BE HEERMNELVES. DRIRNEHLTICKB%Z AN profile Z &1, #ERT 3%,
AYAYSY:F el
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REAIE: GPU LR IZIEEIHA

auto t0 = now();

kernel<<<blocks, threads>>>(...);
cudaDeviceSynchronize(); // wait for GPU
auto tl = now();

EZER GPU 47 | 8 |

B RS
Kernel Launch |Z. GPUMIEDZT ZFTICCPUNRBZ ZeHhH B

CPU %1 Y THIZ % SRR A EFENANE
FEEHAIZII TR, 7O7 740 5 THER
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=IO 7O7 7414 ) 27DV

EEEE I ETEEE

$ nsys profile ./my_program

R

CPU ALEEHAELAH: GPU h—XIL%EE
L THMRISBEDN

OE—NZEC: EXZRS5 9. Fic
& GPU LICT—2%&Y

1 DOH—FRIDZEER: EDH—FIL
ZHL<CR3

Nsight Systems (&. ¥ CJIZEFEHH
o> TWVWBDDH SRV FICRAIS
5707745
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Q'I’L\7’f/0)mf7>*7'5

BRER R DR

GPU MiZaid &V CPU fEl  RIALIERt v b 7w IHRECH AR AT REE
AREHRIAE—XRH T—ARABEHR LRy I DOAEEM
ZROEVHL—FRIL BEA—/N—Aw RHAAZVVAEEM

GPU fTIcZ=ZEAMRZ W CPU ' GPU A+ ICEE#EE TULWRLATEEM
1 20EWVWH—ZIL Nsight Compute Ts¥iRE#f

RAV b RALSAVIIEBEREZEERZZHDTIFHL RICRZIGHAERDZ D
DHD
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Nsight Compute: 71— %L EAIDEEA

* Nsight Systems TEERA—RILEFELZRICEDS
*« XEYURIL—Tw k. occupancy. SAHDWER. KREILRyIDE Y ZHER
s XEVT7VEA, FTERIL—Tv b EITREDE CTHIRIN TV S hZHER

Y2 F: ncu ./my_program

[ St SEIC 7 TS RICH— 2 LB ]
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Bl XEVT7IOCRDERMILRY D

GPU 148EId. BHERL v ROXED 7Ot ZITHUX
Coalesced access: AL v RO BEHET KL A ZHmAEE
SVALT LR BiNREDNEMTOEEZRE
REZXDED. T—ELATITNDEENIU BB

C D VDOERE LIF CUDA C++721F TR, 1T, CuPy. ZL—LT7—0 D%
REIRARICH B
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Roofline DR A

s =T 54 VR ERMREE N R
U7 ER% &R
« {&\) arithmetic intensity: X E ') &3
PRO AT REME

« =\ arithmetic intensity: & X JL—
7y ~EIR DA REM

HE: NVIDIA Nsight Compute User Guide, JL—7 51 VROt o> 3>,

NYRIERYVBRESRVWAEY 7 IEIPT—ROBRIARYE. XEVT7IERICETS
At £T1T5. BERYZICB >S5 BRAORBEILZ1TS
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sE L DEAFIE

EETIZEREERLTIEL =R
IVRY—IYRETEREZAS

Nsight Systems T& CICEREID DD > TWBE D EFERR
BELRA—FRILFIFEE/NE— 2% 1 DFER

WMER 5 Nsight Compute TEEL <K B3

1 DRIEE

BRIE L THE&
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FryvIRAY b RBILOEZA

RWELDEICIELSE

GPU AIBIZFEFEHR: BRERAIE T3 T 2152
Nsight Systems: 7 7U2ED XA L51 >
Nsight Compute: 71— JL B 0D SRR
BECICAE

Nsight Systems: https://docs.nvidia.com/nsight-systems/UserGuide/index.html
Nsight Compute: https://docs.nvidia.com/nsight-compute/NsightCompute/index.html
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